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Section 1 -  Executive summary  
 
1.1 Description of the deliverable content and purp ose 
 
The objective of D4.3.1 is to present and define the data centric resource management 
concept, to propose the approach that will be followed in the e-Sense project, and provide an 
initial evaluation of this approach.  
 
Task 4.3 follows two main directions: (i) resource management, and (ii) re-configurability and 
programming models. Despite existing techniques in both domains, an effective and efficient 
solution, which can meet specific requirements of tiny devices such as sensor nodes that 
have very limited resources available, is strongly missing. This is the goal of Task 4.3, 
therefore, to move beyond the state-of-the-art, define, and design data centric resource 
management concept and framework suitable for sensor nodes and netwroks.  
 
This deliverable reports on the first steps taken and initial results obtained in the path 
towards achieving the objectives of Task 4.3. To this end, Section 2 -  introduces general 
concepts of resource management and re-configurability.  Section 3 - defines more clearly 
the problem statement, a taxonomy is presented to evaluate the existing solutions and 
applies this taxonomy to the state of the art. This section also discusses the shortcomings 
and gaps of the state of the art and motivates the solutions proposed in Section 4 - .  
 
Subsection 4.1.1 presents a programming language and runtime environment called 
SensorScheme, that provides a level of abstraction matching dynamic WSN applications, 
and allows programmers to add new abstractions themselves. It presents a complete 
technical specification and an initial evaluation showing how some frequent WSN 
applications can be programmed using SensorScheme.  
 
Alongside our focus on SensorScheme, in Subsection 4.1.2 we make a proposal to 
investigate the potential use of model driven development in the context of wireless sensor 
networks. Our objective here will be to determine if, where, and how, MDD could make a 
contribution to the programming models used in wireless sensor networking. 
 
Subsection 4.2 proposes the e-Sense approach for Resource Management, which will be 
based on local short timescale resource management techniques, thus the network can react 
and be proactive to small time scale local changes. Additionally a more global resource 
management approach considering the larger picture of sensor networks tasks will be taken 
into account through a distributed broker for large scale resource management. Subsection 
4.2.2.1 presents an initial evaluation of a very specific solution based on distributed resource 
management using synchronised data distribution. 
 
Finally, Section 5 - gives some concluding remarks and indicates the future work that will be 
carried out in Task 4.3. 
 
1.2 Brief description of the state of the art and t he innovation brought 
 
In their short history, sensor networks have proven to be a very potent platform for 
addressing a number of interesting tasks previously unsolved. However, WSN developers 
and the research community have found it to be a particularly difficult, laborious and error-
prone task to develop application software for WSNs. This has led to the view that, 
analogous to other areas of computer science, there is a need for high level interfaces, 
abstractions and models for WSN applications. Already, the WSN research community has 
proposed a number of what we like to call ‘programming abstractions’. These efforts aim to 
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ease the burden of application programmers of coding in low-level languages, such as 
assembler or C, and dealing with the intricate details of the specific hardware platform, and 
provide models for communication and program execution that present a closer match to the 
aims of sensor network applications.  
 
Section 3 - discusses the requirements for dynamic sensor network applications, and has 
reviewed how existing work meets these requirements. Even though the individual 
requirements are met, none of the described sensor network platforms can fully provide the 
complete set. Some of the more advanced solutions, like Sun’s SPOTs, or the SensorWare 
platform are programmed using higher level languages, and provide more dynamism, but 
these solutions can be implemented only on larger, resource-richer classes of sensor nodes, 
which make them costly solutions. A crucial technology to achieve the project goals will be to 
use a hardware virtualization technique. At present the only existing technology present for 
the targeted platforms is the Maté VM, which poses severe limitations on application 
complexity. 
 
It is our view that in order to build new, dynamic sensor network applications, we need 
development tools and techniques that raise the level of abstraction and that allow 
developers to introduce new abstractions themselves that match the concepts they work 
with.  
 
In this deliverable we will present a programming language and runtime environment called 
SensorScheme, that provides a level of abstraction matching dynamic WSN applications, 
and allows programmers to add new abstractions themselves. As a result of working at an 
abstraction level more suitable for the problem at hand, programmers will be able to write 
shorter programs that are easier to understand, changed or reused. 
 
As is generally the case, the benefit of higher abstractions is traded for reduced efficiency of 
execution time and memory use. For the resource-lean platforms of wireless sensor 
networks, efficiency is of special importance. Therefore, during the design and 
implementation of SensorScheme efficiency has received much attention. It remains as 
future work to show that performance degradation is within acceptable limits. 
 
The logistic and industrial scenarios of WP1 give a good motivation for using SensorScheme. 
For example in the logistics sector flexibility and the capacity to cater for the clients needs 
are very important. SensorScheme allows easy incorporation of sensing and actuating that 
adapts to each particular shipment. Furthermore, it can allow clients to run their own 
programmes on the WSN without disrupting the basic functionality required by the shipper 
and protecting the veracity and confidentiality of the data handled by each application. 
 
 
1.3 Deviation from objectives 
 
This document does not contain a technical specification for Resource Management, 
because the partners involved in the subtask (i.e. University of Surrey and University of 
Aalborg) are delayed with their work. 
 
 
1.4 If relevant: corrective actions 
 
The technical specification for Resource Management will be included in the next deliverable 
D4.3.2 or in an updated version of this document if appropriate and timely . 
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1.5 IPR 
 
In accordance with the consortium agreement, intellectual property described in the technical 
approaches remains to property of the authors, namely: 

· University of Twente for the work presented in section 5.1.1, 
· Thales for work presented in section 5.1.2, 
· University of Surrey for work presented in section 5.2 
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Section 2 -  Introduction  
 
Data centric resource management functions allow application specific requirements to be 
pushed down to individual wireless sensor nodes devices. Given the inherent heterogeneity 
of device capability and the general scarcity of energy, bandwidth, processing power, etc, 
resources must be used in the most efficient manner to provide the services required by the 
application. At the device level, re-programmability and re-configurability are essential. At the 
system level, efficient selection and configuration of resources to exercise are needed to 
ensure optimal system wide survivability. In this tightly coupled, application driven, resource 
constrainted environment, a data centric approach is favoured in order to maximise service 
efficiency. 
 
2.1 Re-configurability and programming models 
 
High-level system primitives that can be efficiently utilized for building applications are 
fundamental for system design, as is providing generic system primitives calls for 
abstractions that shield developers from the underlying complexities of the distributed 
system. The resultant platform should efficiently support development and should not contain 
details regarding to the specific low-level system implementation. The major problem is how 
to choose the suitable abstractions. They should be practical for a wide range of applications, 
however should serve as generic purposes as possible. Such abstractions are typically found 
by the generalization of typical application needs, although current sensor network platforms 
are often application-dependent. 
 
Selecting suitable abstractions for collaborative processing is especially challenging. The 
provided interfaces should hide the dynamic networked nature of the system, so the offered 
programming primitives should not relate to, for instance, the number of available nodes or 
the topology they are actually organized in. The system should react to dynamic resource 
changes and resolve them to keep the application operating. For instance, even if the actual 
sensor network changes dynamically, applications should not be concerned about the 
change. 
 
The implementation of such primitives is also challenging. It should be possible to 
automatically determine the actual distributed processing actions according the high-level 
terms. Mechanisms providing the system service should be capable of being implemented as 
a layer, using low-level concepts to construct the abstract property. Considering collaborative 
systems, this means managing the distributed execution of a task among arbitrary network 
participants. Furthermore, the implementation should remain simple in order to fit the limited 
resources of processing nodes. 
 
Because of the high complexity of the mentioned system management feature, providing 
certain properties calls for analysis and verification techniques. The concept of breaking 
down the abstract concerns to distributed network actions should result in actions and calls 
that can be formalised and verified. The mechanism should tolerate a range of resource 
availabilities, however constraints must exist that should be characterized. 
 
Thus, it is clear that generic high-level services are required to ease application 
development, although it is quite challenging to choose collaborative processing 
abstractions, which can be implemented in such a dynamic environment. 
 
However, traditionally the system services should be unaffected by low-level system 
changes, some mechanisms might not suit significantly changing conditions. In the 
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considered dynamic systems, system software should also be capable of reconfiguring its 
services to meet new demands or to regulate its supply according to the new requirements. 
 
Usually, there are several solutions to fulfil functionalities, each having various tradeoffs to 
determine what conditions they fit. Different solutions are suitable under different 
circumstances, thus the set of optimal and necessary mechanisms changes from time to 
time. Consequently, run-time reconfiguration of functionalities is necessary to adapt to 
changing environmental conditions and application demands. 
 
Consider the example shown in Figure 1, which illustrates adaptation to static or dynamic 
networks. If the network is static, due to a set of beneficial assumptions Routing protocol 1 
includes special optimization techniques to save energy. However, if nodes start moving, the 
assumption is not valid anymore and errors occur, consequently the system should change 
to a new mechanism. Thus, to efficiently comply with the requirements, the system should 
support several mechanisms and choose the most suitable one dynamically. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 1: Reconfiguration of routing protocol 
 
 
Adaptation can be classified based on whether the system is capable of the free re-
composition of its components or just uses some built-in settings. Parameter adaptation is 
the modification of variables that influence the behaviour of the component. This requires a 
built-in support for the given parameter and also the interface to modify it. In contrast, 
compositional adaptation involves even the adaptation of new algorithms and the run-time re-
composition of the software. The latter enables a very general ability to adapt, however, the 
former is much easier to implement. 
 
Such dynamic run-time reconfiguration has several issues to solve and requires complex 
system support. Running tasks usually have some system resources associated, which 
should be handled carefully during the change. Tasks might rely on each other, therefore the 
reconfiguration is constrained to use only working combinations. Dependent tasks should 
either tolerate changes or have to be notified in order to react. Such coordination is 
especially difficult in case of collaborative applications, because several distributed entities 
has to be managed jointly in order to keep the system operating. 
 
As the reconfiguration of the system occurs, the goal is to find the most appropriate 
configuration for the new conditions. As investigating the possible candidate configurations, 
the outcome of choices should be predicted by the system to form the basis of comparison. 
Moreover, a number of adaptable components and all their available cross-compositions may 
result in the need for a huge configuration space to make the comparasons. The system 
should search through this space and determine the new configuration, without causing 
significant overhead. 
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The choice of configuration should be based on actual conditions which are determined by 
two major issues. Firstly, the actual resources available, what the system should 
continuously monitor and predict, restrict the set of affordable choices. Secondly, the 
application poses its requirements, therefore defines some preference within the 
configuration space. Application requirements can either be some higher-level quality metrics 
or the pure definition of which modules are preferred in the given situation. Thus, the 
dynamic run-time reconfiguration of the considered systems is fundamental to meet 
dynamically changing conditions, however has several difficult issues to resolve. 
 
 
2.2 Resource management 
 
The services provided in our distributed systems can mostly be characterised by their result 
qualities. The services provided by the system usually involve mechanisms, which are able 
to decrease their output timeliness gradually, also decreasing the amount of resources 
required. An example of such a quality-resource trade-off is shown in Figure 2. For instance, 
within a temperature monitoring service, it is possible to control the spatial density or 
frequency of measurements. Thus when the available resources, such as network 
bandwidth, significantly drops, then regulating measurement granularity decreases the data 
to deal with. Consequently it is possible to keep the system functioning with a degraded 
quality level. 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 2: Quality-Resource trade-off 
 
Using such degradable components increases the ability of the system to tolerate resource 
changes. Instead of halting the system due to the lack of resources, a slight degradation of 
output quality is usually tolerable by applications. When analyzing the resource and fault 
tolerance of an application, it is practical to take timeliness metrics into account as well. 
 
The system should be operated with the quality level that fits the actual resource 
availabilities. However, even if resources are sufficient to serve very good quality results, 
energy efficiency concerns call for the most optimal choice. Reaching unnecessary quality is 
just a waste of energy, so application requirements should just be satisfied. 
 
Hosting such adaptable services opens further issues. Consider the case, when a service is 
performed with quite a good accuracy, however, consuming too large a portion of the 
resources, consequently forcing other services for inadequately low qualities (Figure 3). For 
instance, the temperature measurements can be made with very large granularity, but 
leaving no capacity to acquire the corresponding location information. In such cases, the 
overall result might be useless, although by balancing the quality levels reasonably degraded 
network functionality could be maintained. 
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Figure 3: Balancing quality levels 
 
Services cannot be autonomously adaptive, because their efficient management requires 
system-wide knowledge of resource supplies and demands. Therefore, system support is 
needed to control the applied quality levels. Services have to offer control interfaces that tune 
parameters in order to let the system manage trading off quality for resources. The system 
should find out the utility that the given quality represents for the application and also has to 
understand the costs of reaching that quality. The transparency of services is not completely 
maintained during degradation, and other parts of the system might also be influenced. 
Services, which depend on each other, might be able to change their quality only jointly. The 
system should support managing the possible consequences of changing service properties. 
Thus, applying components, which are capable of graceful degradation, improves system 
tolerance against resource changes, although it requires system management to resolve 
arising problems. 
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Section 3 -  Taxonomy and State of the Art 
 
3.1 Re-configurability and programming models  
 
In their short history, sensor networks have proven to be a very potent platform for 
addressing a number of interesting tasks previously unsolved. However, WSN developers 
and the research community have found it to be a particularly difficult, laborious and error-
prone task to develop application software for WSNs. This has led to the view that, 
analogous to other areas of computer science, there is a need for high level interfaces, 
abstractions and models for WSN applications. Already, the WSN research community has 
proposed a number of what we like to call ‘programming abstractions’. These efforts aim to 
ease the burden of application programmers of coding in low-level languages, such as 
assembler or C, and dealing with the intricate details of the specific hardware platform, and 
provide models for communication and program execution that present a closer match to the 
aims of sensor network applications.  
 
3.1.1 Problem statement  
 
In just a few years time, WSNs have delivered on their promise and produced a number of 
solutions, most of which are in the field of environmental monitoring [24][25], [26][27] and 
object tracking [28]. Besides these static sensor network applications, a large number of 
other, more dynamic scenarios have been identified in which WSN technology can play a 
role, like office or health care applications [29], or transport and logistics [30][31][32] and 
inventory management [33],[39],[40],[41].  
 
It is our view that in order to build new, dynamic sensor network applications, we need 
development tools and techniques that raise the level of abstraction and that allow 
developers to introduce new abstractions themselves that match the concepts they work 
with.  
 
3.1.1.1 Requirements 
 
· Cooperation between heterogeneous nodes  

Wireless sensor networks may consist of many kinds of nodes, different in their roles as 
well as in hardware architecture. In many applications, nodes act as ‘virtual counterparts’ 
of real world objects such as tools or transportable items interact with, or animals or 
people whose location, activity or condition is tracked. To enable interaction with these 
objects, some static infrastructure must be present as well, in the form of access points, 
anchors, or gateways. Based on the roles and hardware capabilities of nodes, such as 
available sensors, computing resources, and the presence of a user interface, further 
distinctions can be made. All these different kinds of devices need to cooperate, requiring 
partly the same functionality, such as routing data to its proper destination, and 
functionality specific to each node as well. Platform independency of programs and 
flexibility in combining program parts are important aspects of making such 
heterogeneous environments cooperate effectively. 

 
· Dynamic update of program code  

Wireless sensor nodes are expected to work in dynamic environments. As conditions 
change, nodes may need to adapt by exchanging a part of their application to better 
match the current situation, while other, unaffected parts must continue to operate 
uninterrupted. The changing conditions in which nodes reside might also demand task 
change for the node altogether, or to handle several different tasks simultaneously. The 
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program a node is executing will need to be changed while in it is in operation, to 
incorporate these changes.  

 
· High demands for reliability of software 

The dynamic reconfiguration of programs code in sensor network nodes poses several 
threats to reliability. Program fragments might be combined in ways that have not been 
tested or for which they are not designed, or a configuration change might cause nodes 
to be unable to communicate with its peers that have incompatible configurations. These 
situations can cause nodes to crash due to their inconsistent software state or become 
effectively disconnected from the rest of the network. It is important to prevent these 
kinds of undesirable effects where possible, or otherwise recover nodes into a consistent 
state without manual user intervention.  

 
· Application-specific communication protocols 

With the current sensor network hardware, wireless communication is one of the main 
energy consumers. As a major method to conserve energy, applications should be 
careful to avoid unnecessary communication. It is therefore important that applications 
use communication protocols that operate using a minimum of communication overhead. 
On the other hand, applications benefit greatly from using general communication models 
that are well fitted to the application, providing a higher degree of reliability and predictive 
performance. Standardized protocols, however, might incorporate expensive 
communication overhead to applications that have different communication requirements. 
Application-specific communication protocols result in greater efficiency than using 
generic protocols and communication abstractions that introduce a layer of overhead, 
and need to send more or longer messages. Right now, a lot of time is spent on 
designing these protocols, and programs to implement them take many lines of code to 
build and interpret messages. Dynamic sensor network platforms need to provide a 
method make application-specific communication protocols easier and cheaper to 
implement. 
 

· Expressive flow control. 
Sensor network applications are reactive or event based in nature. Unfortunately, this 
does not match very well with the imperative structure of C, which is most often used to 
program WSN applications. Programmers are faced with finding solutions for keeping 
temporary state across events, while common solutions like multi-threading, blocking I/O 
and heap memory are not available or discouraged from using on sensor network 
platforms, as these are too memory-consumptive or not supported by the programming 
language. A more expressive control flow that addresses this problem is needed to make 
dynamic sensor network programming a reality. 
 

· Container data types. 
By the very nature of sensor networks, applications operate on variable sized sets of 
similar data. Currently, support for container data types is only marginal in C or similar 
languages, leaving programmers to spend much time to build and debug custom 
solutions. 

 
3.1.1.2 Constraints 
 
The large scale of wireless sensor networks imposes a number of constraints on both the 
hardware of the sensor nodes, and the software controlling them. Many applications require 
nodes to have a small form factor, measuring only a few cubic centimetres, including a 
battery power source. Large scale networks are only economically feasible with a low per-
node price. Together these constraints motivate the need for cheap, low power, and energy 
efficient hardware. This leaves sensor network platforms with very limited resources in terms 
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of processor speed, memory sizes, network bandwidth and energy reserve. The large scale 
and dynamic use of WSN also put constraints on the software. Networks must self-configure 
and preserve consistency as much as possible.  
 
Many different hardware platforms have been developed and experimented with over the last 
years. Although no real standard has emerged yet, certain trends in performance and 
capabilities are set. Roughly, sensor network platforms can be divided into two categories, 
based on the architecture and capabilities of the CPUs in use.  
 
First is the mote-class of nodes containing small 8 or 16 bits processors, such as the various 
MICA nodes [34], and the EYES nodes [35], Ambient mNode [36], BTnode [37] and Smart-Its 
Particle [38] devices. These run at approximate 5-10 MHz, and typically have small 
memories of 48 to 128 KB program memory or ROM and between 4 and 10 KB of working 
memory or RAM. Most of these contain Atmel ATMega or MSP430 micro-controllers. These 
devices can communicate wirelessly at 40 to about 150 kbps. Their user interface 
capabilities are restricted to a small number of LEDs, and possibly a few buttons, and of 
course sensors. 
 
The other category contains PDA-class devices. These devices contain ARM-based or 
similar 32 bit CPUs running at over 100 MHz, and contain both RAM and program memory of 
hundreds of KB up to several MB, and communication capability of up to 600 kbps. These 
devices are in some cases equipped with more complete user interfaces, using screens, 
keypads etc. The Intel Maté, Sun SPOT platforms, as well as standard PDA's used with 
SensorWare fall into this category.  
 
The extended hardware capabilities of PDA-class devices do come at a price of larger form 
factor, and higher energy use and sometimes greater cost. Truly ubiquitous, large scale 
networks are therefore more likely to consist of mote-class devices, which provide clear 
advantages in price, dimensions and maintenance effort. Our focus will be to develop 
systems that can be run on mote-class devices where possible, using only PDA-class 
devices where it is considered necessary.  
 
3.1.1.3 Fundamental issues 
 
From the requirements above it is clear that building truly dynamic and reconfigurable WSN 
applications is a truly daunting task. On the one hand a high level of dynamism and flexibility 
is needed, surpassing all but the most complex systems found in other computing disciplines. 
On the other hand this must be realized using hardware platforms that present very strict 
limits in terms of both resources and reliability.  
 
3.1.2 Taxonomy of SotA approaches  
 
Figure 4 presents a schematic overview of the classification of programming abstractions.   
This section will give a more in-depth discussion of the referenced research.  
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Figure 4: Taxonomy of WSN programming abstractions 

 
A first approach to creating programming abstractions is with high-level functionality 
encapsulated in libraries or APIs. This often-practiced approach has also received much 
research attention in the WSN community. The Hardware Abstraction Layers and Operating 
Systems developed by many research groups. [1], [2], and [42] are examples of this 
approach. Other approaches such as Abstract Regions [3], Hood [4], and Directed Diffusion 
[5] are special abstractions that encapsulate the local interaction between nodes. 
 
Beyond these are the programming abstractions that cannot be captured into a set of 
procedures and data structures. One way of providing these is by extending the 
programming language used to program WSN nodes. A precompiler processes these 
extended language sources and translates them into (most often) regular C code, which is 
then compiled into a binary executable. An early and well-known extension language is NesC 
[6], used to program TinyOS applications. It is based on C, and extends it with constructs to 
control scheduling, synchronization, modularity and component composition. This relieves 
the programmer from dealing directly with some of the complexities of programming interrupt 
handlers, and facilitates software reuse in a way specifically suited for the specific issues of 
dealing with WSN node hardware, and especially the wireless interface. Other systems that 
employ this method are EnviroTrack [7], SNACK [8], TinyGALS [9]. These systems provide a 
more high level set of language elements, combined with a set of routines, including 
abstractions that capture communication patterns between nodes, up to complete 
specification of the entire application. The Token Machine Language of Newton et al [10] is 
another such system, although especially designed to be a compilation target for an even 
higher-level language, Regiment. The prolog-inspired inference engine of Strohbach et al 
[11] also falls within this category. 
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In contrast to the compile-time language enhancements described above, other high level 
languages are designed dynamically load and be interpreted directly on the WSN nodes. 
Most notable in this category is the large body of research in database-oriented sensor 
network abstractions featuring (mostly) SQL-like querying languages, like TinyDB [21] and 
COUGAR [19]. Much like regular databases, these systems accept a data query written in a 
specialized declarative query language. Sensor nodes interpret the query, and deliver 
(processed) sensor data back to the user. 
 
Maté [12] and Sun SPOTs [13] both abstract from the nodes’ physical hardware using a 
virtual machine, that can be programmed using a high level language, TinyScript or Mottle for 
Maté, and Java for Suns SPOTs. Similarly, SensorWare [14] uses the TCL scripting 
language and interpreter. Besides being an easier development platform, these approaches 
have the added benefits of greater resilience against faulty or buggy programs (by not 
crashing the nodes itself), hardware independence, and program code mobility, which 
facilitates over-the-air programming. 
 
Another classification of programming language abstractions is the scope that applications 
are written for. One class, usually referred to as ‘macro-programming’, presents a 
programming model of the network as a whole, in contrast to programming each individual 
node. The majority of effort in this class is in the distributed database querying systems. 
Other research in this class is Regiment [15], which explores the use of the functional 
programming paradigm for WSN macroprogramming. Kairos [16] is another macro-
programming framework. It exposes a set of communication and data sharing primitives used 
to construct a network-wide application. The distributed database querying systems like 
TinyDB [21] and COUGAR [19] also take this model of instructing the sensor network as a 
whole.  
 
3.1.3 Core and leading SotA techniques  
 
One particularly interesting research direction of creating programming abstractions is the 
use of interpreted languages and virtual machines. Besides providing programmers with the 
ability to specify the sensor nodes’ behaviour in an appropriately high level, it has the added 
benefit of reprogramming the nodes whenever necessary. This introduces an extra 
dimension in sensor network application behaviour, which is very promising, although hasn’t 
been fully explored yet. The current three systems developed so far, i.e., Sun SPOTs, 
Sensorware, Maté, differ significantly in their design choices in almost every aspect of their 
functionality, so this section will further explore all of them.  
 
Table 1 below shows summary of some of the characteristics of each of these interpreted 
sensor network platforms.  
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property Sun SPOTs Sensorware Maté 
Language Java Micro edition TCL TinyScript / Mottle 
Extensibility Hardware device drivers 

written in interpreted 
language 

Modular hardware 
device design  

Modular, user 
extensible VM 
design 

Platform PDA-size/ARM PDA-size/Linux Node-size/TinyOS 
Program 
representation 

VM instructions Program text 
character string 

VM instructions 

Execution model Multiple processes with 
multi-threading. Hardware 
interrupts handled by 
single ‘interrupt thread’ 

Single thread per 
script, use idle wait 
statement to wait for 
any events.  

‘Static’ event-
handlers per event, 
executed until 
completion 

Application 
deployment 
model 

To be developed ‘replicate’ command ‘trickle’ deployment 
protocol 

Table 1: Summary of interpreted sensor network platform properties 
 
We will discuss each of the properties mentioned, reviewing the differences of the three 
platforms. 
 
· Language 

Each of the platforms is based on a different programming language, and its features are 
based in large on the semantic model that each of these languages use. The sun SPOTs 
platform is based on the Java language and virtual machine and provides the Java Micro 
edition as its base library, supplemented with hardware access API’s and device drivers 
written in Java itself. This is standardized, well known and readily-available technology, 
and as such can benefit from a large user base of experienced programmers.  
 
SensorWare uses TCL as its source language. Only the core of the TCL interpreter, 
taking care of flow control and expression evaluation is used. Other standard TCL 
libraries are not available; SensorWare implements its own set of hardware access API 
and a proprietary set of TCL commands. This ensures SensorWare scripts fit more 
closely to the intended use of the platform, without the need for compliance to standard 
libraries, designed for other purposes.  
 
The Maté approach differs significantly in that it does not aim for standard compliance, 
but instead defines its own virtual machine and programming language. Designing from 
scratch gives the authors the possibility to optimally make use of the very limited 
resources available to it, while providing maximum functionality. The virtual machine is 
designed specifically to obtain very small code size. Instructions occupy just a single 
byte, and many high-level operations, such as sending a network packet are 
implemented as a VM instruction.  

 
· Platform 

The Sun SPOTs hardware platform is a custom-built design, similar in capabilities to 
PDA’s. As a result, significant resources are available. The virtual machine 
implementation uses 80KB of RAM, and an additional 270KB of ROM to store the base 
libraries. In total, 176 KB of RAM is available for applications, and 2 MB or ROM for 
additional code and data storage.  
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SensorWare is built on an iPAQ, running Linux. The total platform, including the OS 
occupies 179KB of code memory, of which 22KB for the TCL core and 8 KB additional 
SensorWare-specific code. No data is given about RAM usage.  
 
TinyOS is the Software platform Maté is designed on top of. The various designs of WSN 
node hardware that can run TinyOS should all be the target hardware for Maté. This 
limits the expected memory availability to just 4 KB of RAM used for execution, and 128 
KB of ROM to implement the VM.  

 
· Extensibility 

Sensor Networks are still a very active research topic, and not much consensus or 
standards have appeared on the peripherals that should be included on sensor nodes. 
Probably, real standardization will never occur, since WSN applications are defined as 
much by their software functionality as by their hardware. As a result, the ability to 
support a varying set of peripherals is a major concern to each of the three platforms 
considered here. This is referred to as capabilities variability in [14]. Also of concern is 
the possibility to migrate the platform to a different CPU architecture, known as 
Hardware/Software variability ([14]). Each of these systems has been designed to be 
extensible, although each uses different methods to reach this. 
 
The SPOTs are very flexible in their support for additional hardware. Device drivers and 
interrupt handlers are written in the Java language. They can be built with equal ease as 
applications and libraries, and can be installed onto the nodes without the need to 
recompile the VM core binary image. This level of flexibility is not found with the other 
platforms. The SPOTs platform comprises both a software as well as a hardware 
platform, making it virtually impossible (at least for users) to use it on any other platform. 
Especially its reliance on the ARM CPU is crucial. 
 
SensorWare uses a somewhat different approach. Both capabilities variability and 
HW/SW variability have been a concern in their design. SensorWare provides a generic 
virtual device common interface that individual peripherals are instances of. Each virtual 
device is accessed by a few TCL commands that take care of ‘reading’ from, ‘writing’ to 
and signalling events from the underlying hardware device. Each hardware platform can 
include its own set of devices depending on the provided hardware. To make it easy to 
port SensorWare to a different platform or different OS, reliance of the OS and hardware 
is minimized through special wrapper functions that capture this behavior in a generic 
way. These two provisions together make it relatively easy to use SensorWare on 
different hardware. It just requires some additional C code to be written. 
 
Maté is designed for a considerably smaller and more limited hardware platform than the 
two other platforms, and this translates in a more rigid design. Resource restrictions do 
not allow it to represent its hardware peripherals in a generic manner open for runtime 
extensibility like the SPOTs and SensorWare platforms. However, Maté incorporates 
unusually rich flexibility in its compile-time configuration. It is highly modularized, and 
provides abstractions like execution contexts, code capsules and even the individual VM 
instructions are defined as separate modules. The VM can be configured to contain any 
combination of these modules, either standard modules or custom-built. The VM can thus 
be configured to respond to any user-defined event, use an extended or even completely 
custom instruction set, data types and so on. This level of extensibility is unusually and 
allows it to be customized precisely for the intended task sets. 

 
· Program representation 

The SPOTs platform uses a custom-built Java VM, running without OS. It has a slightly 
modified instruction set to increase performance. Additionally, instead of Java .class files, 
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a different packaging format is used, called .suite, which reduces the effort of dynamic 
loading of class definitions. 
 
SensorWare scripts are stored in textual form, or alternatively in a compressed format. 
The script text is then interpreted by the TCL core, which is itself a string processing 
engine, producing strings as values.   
 
Maté code is stored as a sequence of VM instructions in what are called capsules. The 
standard radio protocols for TinyOS use packets of just 24 bytes, which is also the size of 
Maté code capsules. Capsules are stored in RAM, and only a limited space for them is 
available. The limited RAM available also limits the VM in its use of memory. Only a 
short, static stack, and just 8 general purpose variables can be used. These severe limits 
on memory use strongly influence the kind of applications that can be made to run on 
Maté. For instance, although applications similar to the database abstractions have been 
shown to be appropriate, researchers from other fields have not been able to build 
comparable applications using them due to the limitations such as memory [14].  
 

· Execution model 
As a standards compliant Java VM, SPOTs use applications as their main execution 
entities. Each node is able to run multiple applications concurrently inside a single VM. 
Applications themselves can be multithreaded. Standard Java mechanisms take care of 
thread synchronization and blocking. Additionally, Hardware device drivers are 
programmed in Java. A single interrupt-thread takes care of handling hardware interrupts, 
and executing the proper handler.  
 
SensorWare uses scripts associated to users as the central execution entity. Each script 
is executed as a separate task in its own thread. For each user of a node a separate 
instance of the same script can be present. Additionally, each virtual device has its own 
thread, which handles the interaction with it from the different user scripts. Devices can 
generate events that other scripts can wait for using the wait command, specifying a 
number of event identifiers. Each script can use a unique event id for each device, 
making it possible for multiple devices to simultaneously use the same devices. 
 
Maté’s execution model is rather static, to allow it to fit into the targeted hardware. The 
underlying scheduler found in TinyOS does not support multithreading, since this is too 
resource-consuming for node-class WSN hardware. Instead, tasks are executed in 
response to (hardware) events. This event-based scheduling model is reflected in Maté’s 
execution model. It consists of a set of contexts, which have a byte-code sequence 
attached to it. A context is connected with a source of events, like the radio, timer, the 
boot-up sequence, or additional hardware like a button. When an event is triggered, the 
associated context is scheduled for execution, and will run until completion. TinyOS tasks 
are not allowed to block on I/O operations, but special provisions in the Maté contexts 
allow certain instructions to do so anyway. As an example the instruction ‘OP_SEND’ 
sends a network packet, and waits for its completion. The Maté engine takes care of 
proper synchronization between contexts, preventing contexts to execute certain 
instructions if other contexts are still pending on the associated hardware. Note that each 
context has only a single instruction sequence associated to it. This static arrangement 
allows only a single program to be executed on every node, in contrast to the multi-user, 
multi-process characteristics of the other two platforms 

 
· Application deployment model 

Since the three platforms under consideration here aim at a compact and mobile 
application code representation, a crucial feature of them is the ability to reprogram 
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nodes over-the-air or add tasks or applications while deployed. The considered platforms 
each have a different way of enabling such behaviour. 
 
At this moment not all details of the SPOT architecture are available, so not much is 
known precisely about the methods new applications are moved onto the SPOT nodes. 
Application code is packed into a .suite file, and can be executed as a separate 
application inside a node. No details have been made available yet about how application 
code can migrate from one node to another. 
 
Script migration is an important aspect of the SensorWare architecture, and plays a 
central role in its execution model. A script currently executing can replicate itself to 
another node, if it is not already executing there. Additionally, a script can spawn another 
instance of itself as a new user. This method is intended for migration of nodes to area’s 
of interest within the network, for example for tracking moving objects, and as this area of 
interest moves, the script tracking the object is moving itself along.  
 
The Maté method of disseminating code to other nodes in the network is through a 
special protocol called ‘trickle’. The protocol tries to update every node in a network with 
the latest version of the currently used Maté application. As noted before, each node is 
capable of only executing a single application, and the intended use for Maté is to use the 
same application on each node of the WSN. In case an update is made to the 
application, one of the nodes receives the updated code. Each node periodically 
advertises its code version, and if a neighbour possesses a newer version, it is requested 
to transmit it to all neighbours still holding expired versions. In turn, these nodes advertise 
their newly obtained code version, and will further propagate the new code. Given some 
time the whole network will be updated with the latest code version, without explicitly 
transmitting the code to any of them. Although this method works well for a limited set of 
scenario’s it is not extensible and under the control of the application running on the node 
itself. This makes Maté usable for only a specific class of applications in its current form. 

 
The conclusion is that a number of hardware virtualization systems are developed already, 
but none of these matches the requirements that we have. Only the Maté VM is developed 
for mote-sized sensor nodes, which is also our main focus. However, its design allows only 
very restricted application functionality, which will not satisfy our needs. 
 
Besides hardware virtualization, there will be the need to develop specially-tuned application-
specific protocols and express communication models. The state of the art provides a 
number of those already, but only those are not likely to fully serve all application needs. It is 
therefore important to extend the collection of protocols and communication models and build 
a library available for application programmers to use. Integration of communication models 
with the virtual machines on which our applications will run might boost the combined 
efficiency, and can take advantage of new programming models that better fit the specific 
properties of wireless sensor network protocols. 
 
 
3.2 Resource management  
 
3.2.1 Problem statement 
 
Small collaborative objects such as wireless sensor nodes have some special properties, 
which make them different from traditional computing systems. These properties include: 
 

· Scarce resources: devices are usually small, battery powered devices possessing 
only extremely 
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· Limited hardware resources, such as CPU and storage capacity 

 
· Finite lifetime: Since nodes are battery-powered, they are able to operate only for a 

limited time, which is highly influenced by the applied mechanisms 
 

· Distributed processing: Despite the resource constraints, complex tasks can be 
performed by means of collaborative processing 

 
· Self organized networking: The sensor nodes use self-organized wireless networking 

to interact with each other, without, in most cases, relying on any background 
infrastructure 

 
· Dynamic environment and Mobility: Since nodes may arbitrarily arrive or leave the 

network, the available resources can dynamically change during the operation 
 

· Uncertainty of resources: Both nodes and their communication are characterized by 
uncertainty and errors 

 
· Large density: Nodes are usually deployed with redundancy, resulting in a dense, in 

terms of number of deployed nodes, network topology.  
 
3.2.1.1 Requirements 
 

· Fit extreme hardware limitations  
The considered systems are built of units that possess only extremely limited 
hardware resources. These limitations restrict the range of applicable mechanisms 
and force developers to achieve very efficient design. 

 
· Utilize only lightweight algorithms  

Due to the resource limitations, algorithms requiring heavy computational, memory or 
storage capacity are not applicable. Even if the amount of resources enabled, such 
resource-hungry mechanisms should be avoided in order to save as much energy as 
possible. 

 
· Optimization by monolithic or cross-layer design  

To build efficient applications, monolithic system design and cross-layer optimizations 
are usual design practice [17]. To minimize computation effort, values that are already 
computed should be used in as wide range as possible, avoiding calculating the same 
quantity in different parts of the system. However modular design enables building 
complex systems, it keeps some module internals hidden, which might be useful for 
other system components. 

 
· Minimize communication  

Not only computation but also system operations should be minimized. The 
communication of nodes should be especially limited, because radio communication 
is a relatively resource hungry operation. 

 
· Sleep state management  

Due to large network density, many of the nodes are just redundant from the point of 
system operation. Consequently, a large portion of nodes can be turned off without 
remarkable service degradation. Based on the requirements, sleep states can be 
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managed to maintain, for instance, a routing topology or the coverage area of 
measurements [18]. 

 
3.2.2 Taxonomy and state-of-the-art  
 
In the recent years, significant research effort has been done towards application-specific 
sensor network deployment. Because the majority of sensor network deployments targeted 
environmental monitoring, the main task was to make and deliver the required 
measurements. As applications evolved, by means of generalization, middleware 
frameworks have been evolved. In the following, the most relevant platforms are introduced. 
 
MiLAN [20] assumes that the application performance can be described by the QoS of 
different variables of interest, which is represented by a state based Variable Requirements 
graph. It specifies the application's minimum acceptable QoS for each variable, mapped to 
the 0-1 interval based on a specific reliability metric. MiLAN provides both reactive and 
proactive features. This means that it is not only able to react to environmental changes, but 
is also able to actively influence the system. Therefore, it allows the application to actively 
influence the network. MiLAN allows sensor network applications to specify their quality 
needs and adjusts the network characteristics to increase application lifetime while still 
meeting quality needs. It continuously adapts the network configuration, for instance, 
specifying which sensors should send data or which nodes should route packets in the 
network. It uses the following information to make its decision: 

· The applications express their QoS requirements and also give hints how to meet 
them 

· The overall system describes the relative importance of different applications 
· The network specifies what sensors and resources are available 

 
MASTAQ [22] is an attractive approach for quality-aware resource management. Its 
adaptability feature to meet applications quality requirements leads to efficient resource 
utilization. The objectives of the applications are expressed in terms of Quality of Information 
(QoI) parameters, for instance the tolerable threshold of false alarms. The given parameters 
can be expressed either in term of a) bounds on the estimation/detection accuracy, or b) 
directly in terms of statistical bounds on observed data. In the former case, the given 
parametric bounds should be translated into lower-level requirements on node density. The 
QSO (QoI-aware Sampling Optimiser) interfaces directly with the application, and is 
responsible for calculating the number of required sensors satisfying the target parameters. 
However, if the requirements are given in terms of estimation/detection thresholds, it uses 
the externally developed DTSC (Detection-to Sampling Convertor) to translate into the 
number of required nodes. Finally, the PSC (Probabilistic Sample Collector) activates a 
specified set of resources in the sensor network, thus it is responsible for collecting the given 
number of samples. 
 
Impala [1] manages and fine-tunes applications on each node and eases upgrades during 
the application's lifetime. It acts as an operating system, resource manager and event filter 
on top of which specific applications can be installed. Impala manages on-the-fly application 
adaptation and links this functionality with software updates, by offering a framework for the 
network reprogramming of nodes. Thus, it can update and adapt applications dynamically, 
switch between protocols, and plug new protocols in. 
 
Middleware such as described above requires proactive features for applications to actively 
influence or hint how the system should adapt. [23], generic role assignment for WSNs can 
provide such mechanisms. It enables the autonomous configuration of networks through pre-
defined roles that can be based on varying sensor node properties (e.g. available sensor 
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payloads, location, network neighbours, etc) and can support applications requiring 
heterogeneous node functionalities (e.g. clustering, data aggregation, etc). 
 
[23], derives four core elements to support role assignment; Property Directory – a register of 
node properties, such as available sensors, hardware features or remaining battery power; 
Role Specification – user pre-defined roles that a node can adopt; Role Assignment 
Algorithm – mechanisms to assign and negotiate roles within the system; and Basic Services 
– such as localisation, time synchronisation, etc. 
 
3.2.3 Gaps and shortcomings in the state-of-the-art  
 
Short comings due to assumptions: 

· Highly redundant information: In particular the MASTAQ [22] Middleware assumes 
redundant homogeneous information. This might not be the case in real sensor 
networks for multi source multi information sensor networks. But can only be applied 
to smaller subnets or specific sensor applications where these assumptions hold true. 

 
· Role Specification: User defined roles provide a good practical approach to test the 

system, but more research is required into identifying a basic set of roles that can be 
applied to a large number of applications as well as conflicting roles for multiple 
applications in the same system need to be analysed. 

 
· Application Requirements: As mentioned above, application requirements can be 

described in the MASTAQ Middleware using bounds for estimation/detection 
accuracy or directly through statistical bounds from observed data. It would be further 
useful to find an appropriate formalism to express application requirements in more 
general terms. 

 
· Proactive mechanisms to influence system adaptation: Resource management, self-

configuration, autonomous configuration of networks, etc group many features of 
systems together. A coherent framework based on standard approaches is required. 
A concrete performance analysis will then be necessary to identify short comings. 

 
· Local versus Global Resource Management: The approaches described above 

mainly focus on a global approach for resource management for WSNs. We believe 
that there are characteristics of WSNs that require short time scale as well as local 
resource management as well as global resource allocation and management. 
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Section 4 -  E-SENSE approach 
 
4.1 Re-configurability and programming models 
 
4.1.1 SensorScheme 
 
The requirements of easy, efficient, on-the-fly describing, uploading, updating, and re-
configuring the sensor node’s tasks have already been described in section 3.1.1.1.  We 
argue that designing a programming language and runtime environment that provide a level 
of abstraction matching dynamic WSN applications and allow programmers to add new 
abstractions themselves can fulfil these requirements. However, as is generally the case the 
benefit of higher abstractions may be traded for reduced efficiency of execution time and 
memory use. Therefore, the e-SENSE approach should make sure that the possible 
performance degradation is within acceptable limits. 
 
In the previous chapter we have discussed the requirements for dynamic sensor network 
applications, and reviewed how existing work meets these requirements. Even though the 
individual requirements are met, none of the described sensor network platforms can fully 
provide the complete set. Some of the more advanced solutions, like Sun’s SPOTs, or the 
SensorWare platform are programmed using higher level languages, and provide more 
dynamism, but these solutions can be implemented only on larger, resource-richer classes of 
sensor nodes, which make them costly solutions. 
 
As already noted in section 3.1.1, a crucial technology to achieve the project goals will be to 
use a hardware virtualization technique. At present the only existing technology present for 
the targeted platforms is the Maté VM, which poses severe limitations on application 
complexity. 
 
The most prominent limitation of WSN platforms is the very limited working memory (RAM). 
Maté is designed to contain all the runtime structures, like application program code, runtime 
data structures like call stack, operand stack and network buffers, virtual machine internal 
state and application working memory all in 4KB of RAM, each in its own statically defined 
memory region. This severely limits the size and complexity of applications running in the 
Maté VM. For example, in the ‘default’ Maté configuration, applications can consist of only a 
few event handlers and 4 additional procedures, each of a maximum of 128 bytes of 
instructions, and only 8 addressable variable locations. These severe limitations very quickly 
lead to certain programs not to be executable on the Maté VM.  
 
We address the memory constraints in a number of ways: First, instead of reserving 
dedicated memory regions for each of the above-mentioned runtime structures we allocate 
those from a global pool of small equally-sized cells. This method poses no explicit 
restrictions on the size of any of these structures, except availability of memory, and allows a 
wider range of applications to be executable on the virtual platform. 
 
Furthermore, static data, like application code, and constants referred in the code can be 
placed in code Flash ROM, freeing up even more memory for use by the application.  
 
Maintenance and allocation of memory in this way is likely to result in slower execution of 
applications compared to Maté’s implementation. But we consider it a price worth paying if it 
is to result in the ability to execute more complex programs that would not otherwise have 
been possible. 
 



Contract: 027227 
Deliverable report – WP4 / D4.3.1  

 
 

ID: e-SENSE_WP4_D4.3.1  Date: 31/12/06 
Revision: Final Security: Public 
 Page 24/40 
 

Our strategy for managing memory will also have an impact on the way in which programs 
are represented. Virtual Machines like Maté execute programs as a list of instructions, each 
describing a tiny part of the total work to be done. Other methods are likely to be more 
efficient in both compactness and execution speed, and we will choose the most appropriate 
one accordingly.  
 
Internal program representation will undoubtedly have an impact on the programming 
language most suitable to specify the applications to be run. We are focusing on the 
development of a programming language (SensorScheme) that is more suited to our runtime 
environment and able to provide a complete set of functions targeted towards reconfigurable 
wireless sensor networks. In its design we focus especially on solutions that enable the 
reconfiguration of sensor network applications by replacing functional components by other 
ones, or adding new functionality during operation of the node.  
 
Application development for this virtual machine should focus on using programming models 
that are especially suited to the wireless sensor networks platform. Approaches described in 
the state of the art like macroprogramming and functional programming are considered. 
 
Besides, the need to efficiently implement application-specific communication protocols and 
models will receive special attention. We will consider approaches as described in the state 
of the art, and develop new ones whenever considered necessary. The need to serve 
heterogeneous networks will be served through multi-platform implementations. 
 
SensorScheme provides a level of abstraction matching dynamic WSN applications, and 
allows programmers to add new abstractions themselves. As a result of working at an 
abstraction level more suitable for the problem at hand, programmers will be able to write 
shorter programs that are easier to understand, changed or reused. 
 
4.1.1.1 Technical specification 
 
The SensorScheme platform is based on the dynamic programming language Scheme [43], 
but does not implement the Scheme standard. However, many of its main concepts are 
present, limited or modified such to enable efficient implementation on our target 
architecture. 
 
As is generally the case, the benefit of higher abstractions is traded for reduced efficiency of 
execution time and memory use. For the resource-lean platforms of wireless sensor 
networks, efficiency is of special importance. Therefore, during the design and 
implementation of SensorScheme efficiency has received much attention, and we will show 
that performance degradation is within acceptable limits. 
 
Memory 
It is crucial for implementation on sensor node hardware to efficiently use the little memory 
available. Applications use memory in global variable space, temporary storage in the stack, 
and memory allocated from heap space. Existing platforms like TinyOS statically allocate 
sizes for all three memory regions based on the theoretically maximum used capacity at any 
point during the node’s life time. This leads to inefficient use of memory and premature 
memory depletion.  
 
In SensorScheme, all memory is allocated from a single pool. This allows applications to use 
memory more efficiently, especially in case nodes are dynamically reprogrammed. 
SensorScheme provides automatic memory management, which also helps to increase 
reliability, by removing the possibility of memoryrelated bugs, like stale references, out of 
bounds access or stack overflows. 
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All memory is allocated in cells of equal size, storing any of the three core SensorScheme 
data types: symbols, integers and lists made up of cons cells. Symbol names are not 
available at run-time, and other common Scheme types like vectors, characters and ports are 
not supported. This uniform memory layout makes allocation and garbage collection 
extremely simple and fast to implement. 
 
Code Representation 
SensorScheme programs are represented as an abstract syntax tree made up of cons cells, 
as is usual for all Lisp-like languages. This makes programs platform independent and easy 
to update while a node is in operation. In effect, applications are represented in the same 
structures as ‘normal’ data, and all operations on data can also be applied to programs, 
including sending and receiving over the wireless medium. 
 
Communication 
Communication between SensorScheme nodes takes place through the exchange of 
messages, containing external representations of Scheme objects in a compressed, binary 
format. External representations are a linearized notation of tree-structured objects into 
strings of bytes. This is also known as marshalling, serialization or pickling in other 
technologies. Receivers of a message can reconstruct the content and structure of the 
objects encoded by the sender. Since the external representation encodes tree structures, 
multiple references to the same object and cyclical data structures cannot be encoded. 
 
Communication in SensorScheme uses the principle of Active Messages [44]: The message 
itself contains a reference to the handler procedure to be invoked on arrival of the message, 
as well as the parameters used in the invocation. The handler reference is a symbol referring 
to a value in the global variable space, containing a procedure. Due to the way global 
variables are stored in Scheme systems, the code image on the sending and receiving nodes 
do not have to be identical. 
 
Event-Based Scheduling 
WSN nodes have an inherently reactive or event-based nature, reflected in WSN operating 
systems like TinyOS or DCOS. These use a task scheduler, where tasks start upon detection 
of internal or external events, and run to completion before another task is allowed to 
execute. SensorScheme builds on this principle: on detection of a particular event, a 
procedure associated with this task is executed.  
 
Depending on the origin and nature of events that trigger tasks, SensorScheme uses 
different methods for task execution. 
 
Upon reception of a message from the network, SensorScheme schedules the procedure 
referred to in the message, as described above. Alternatively, tasks can be scheduled in 
response to timer events. Applications can schedule a task to run at a given moment, 
supplying the procedure to be called as an argument. Events like a sensor value crossing a 
threshold or button press have an associated global variable, which applications can bind to 
a procedure of their choice. 
 
Control Flow 
An important motivation for the use of Scheme as the basis of our platform is the rich flow 
control semantics that it provides. SensorScheme implements most common Scheme 
idioms: first class functions, lexical closures, tail call elimination, lazy evaluation, full 
continuations through the call-with-currentcontinuation procedure, and dynamic interpretation 
through the texttteval procedure. We refer the reader to [43] or other scheme texts for a 
discussion of these concepts. Most of these concepts are found only in functional languages 
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like Haskell or ML, but unlike strictly functional languages, Scheme does allow assignments 
and an imperative style of programming as well as functional. 
Continuations are an especially useful construct for event-driven sensor network platforms. It 
is instrumental in easily implementing a number of advanced flow control concepts, such as 
backtracking, exceptions, and coroutines (see [45]). In the event-driven environment of WSN 
platforms coroutines are a solution to implementing blocking I/O calls, even though the 
scheduling mechanisms do not support it. Figure 7 (b) shows a program fragment that 
illustrates the use of coroutines for blocking calls. Because stack frames are allocated from 
the memory heap, an unbounded number of coroutines can be used, without wasting 
memory on unused stack space, in contrast to some limited implementations of coroutines, 
like Newton et al.’s Token Machine Language [46]. 
 
Dynamic evaluation interprets a Scheme data structure as a program specification, and 
executes it. In fact, all SensorScheme programs are evaluated this way, since they are 
received at nodes as data structures.  
 
Macros 
Another distinguishing feature of Scheme and other Lisps are their very powerful macro 
system. Because programs are notated as normal Scheme data structures, they can be 
operated upon using the full power of the language itself. Scheme macros can be used to 
express and implement the semantics of practically any other language. This approach is 
used already to emulate languages as diverse as Prolog [47], lexer and parser generators 
[48], and SQL database queries [49]. In fact Shivers proposed [50] that instead of building a 
domain specific language (DSL) for every new application domain, to implement all of them 
as a set of Scheme macro’s. Wireless Sensor Network programming is a research area that 
seems to benefit from the use of DSLs, seeing the large number of DSL implementations. 
Using Scheme to experiment with programming abstractions, rather than implementing each 
as an entirely new language could greatly speed up development of such abstractions and 
above all makes it possible to combine several different approaches in a single WSN 
application.  
 
Gateway 
Just like in other Scheme implementations, SensorScheme programs are text files containing 
normal Scheme external representation in human-readable format. SensorScheme WSN 
nodes, in contrast, accept programs embedded in active messages specified in a binary 
compressed network external representation. Translation from a source text file into a 
message sent into the network takes place on the gateway. This is a PC-class device that 
provides access to the sensor network to outside users through an external IP network 
connection or a GUI. The gateway also takes care of macro expansion, and translation of 
symbol names into unique numbers, before sending it into the network. Likewise, the 
gateway translates messages arriving from the WSN, substituting symbol numbers with the 
full name, and displays them as textual representations, or hands them off to the external 
network. 
 
4.1.1.2 Implementation 
We have implemented the SensorScheme platform onto the Ambient � Node [36] sensor 
network platform, and as a simulator. SensorScheme provides a runtime environment that 
acts as a common platform for different hardware, while keeping the semantics consistent 
among those platforms. SensorScheme programs that can run on our implementation can 
run unmodified on other implementations, on entirely different hardware platforms, as well as 
on our simulator. 
 
During development, programmers can use the SensorScheme simulator to test the dynamic 
behaviour of their programs. The simulator is still in development but will provide realistic a 
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simulation environment including various radio transmission models, and debugging facilities, 
like message inspection and stepping, and provides profiling information that can help 
programmers to improve the execution speed of the program. 
Our sensor node platform is based on an MSP430 micro-controller with 10K of RAM and 48K 
of flash program memory. SensorScheme runs on top of a modified DCOS kernel [42], and 
uses the LMAC[51] protocol for network communication. The SensorScheme runtime 
environment provides basic Scheme functionality like arithmetic and list manipulation, as well 
as low level hardware access for communication primitives, time synchronization, sensor and 
actuator access through primitive procedures.  
 
The runtime environment uses a simple evaluator that traverses the program’s abstract 
syntax tree to perform evaluation. Compared to other methods that first translate Scheme 
ASTs to byte code representations or native processor instructions, this is not the fastest 
method to execute Scheme programs, but can be implemented in a small and simple 
evaluator, and does not require extra memory to store intermediate representations. As 
another simplification, procedures can only take a fixed number of parameters, and return 
only a single value, except primitives. As a result the SensorScheme runtime environment, 
including the primitive procedure implementations, is very small, using only 6.7K of program 
memory, and 10 bytes of RAM. 
 
Our nodes contain 10K of RAM, most of which is available as a general data store for the 
runtime engine. It is divided into 2124 cells of 4 bytes each that store either a cons cell or a 
31 bits long integer. An additional 16K of flash memory is available to infrequently changing 
data, like programs or lookup tables, where it can be stored using the define-const special 
form. Cons cells can contain two references to other cells or to a number cell, or contain a 
symbol or small number. SensorScheme values are expressed in 15 bits, with the low 2 bits 
available as type tags for the four possible SensorScheme data types: symbols, short 
numbers, long numbers and cons cells. All cells are aligned at 4 byte addresses, so the total 
address space of cells in RAM and flash memory can be addressed using only 13 bits, 
starting from bit 2. This still leaves 2 bits per cons cell for use of the garbage collector, or 1 
bit per long number. 
 
We have implemented a simple two-stage clear-and mark garbage collection algorithm. First, 
bit gc1 is set on all cells, indicating a possible free cell. Then starting from the roots all live 
cells are traversed using the Deutsch- Schorr-Waite marking algorithm [52]. This needs only 
1 additional bit per cons cell and no extra storage for long numbers. When a new cell is 
allocated, the store is searched upwards using a free-pointer, until the first cell with a gc1 bit 
of 1 is found. The free pointer is assigned this cell’s address and this cell is set used and 
returned. After a number of subsequent allocations, when the free pointer points at the top of 
the store, a new garbage collection needs to take place. Our implementation of this simple 
collection method has a running time of 12n+52m cycles, where n is the total number of cells 
and m the number of used cells. A typical garbage collection takes about 10 ms to execute. 
 
4.1.1.3 Initial Evaluation 
We evaluate the expressiveness of the language with a few code fragments that illustrate the 
programming strategies to use for SensorScheme. We will also review two well-studied 
applications in relation to other programming abstractions and compare them to proposed 
SensorScheme implementations. 
 
Code Propagation 
Our first code example illustrates the flexibility of the SensorScheme approach to build 
custom application protocols and the power of Scheme macros. Suppose we wish to 
propagate a program into all nodes in the network, assuming that all nodes are completely 
‘clean’, i.e., no programs are loaded onto the nodes yet. The code fragment in Figure 5 
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shows a macro that, when expanded onto the gateway, returns the code that should be sent 
to a connected node to inject the code ‘sexpr’ when condition ‘cond’ holds. The code is 
flooded onto the whole network using a simple multi-hop broadcast protocol. The ‘eval-
handler’ message handler is present in every node, implemented as a primitive procedure. 
It accepts a scheme program as its single argument, which it will evaluate. 
 

 

Figure 5: SensorScheme bootstrap injector code 

 
Object Tracking 
Our second application is a much published one, and the motivation for development of a 
number of other programming abstractions. The object tracking application (or pursuer-
evader game) was first published by Whitehouse et al. as a case study for their Hood 
communication abstraction framework [4], and used for that same purpose for Abstract 
Regions [54], Regiment [15], and Maté [12]. Each has proposed alternatives for 
implementation already, and we will add our contribution to this list. The objective of the 
application is to cooperatively estimate coordinates of a mobile object within a statically 
placed sensor network, based on proximity sensor readings from the node. In general, the 
solution is to calculate a centroid based on the geographical location of each node and the 
obtained proximity sensor value. 

 

Figure 6: Iterative version of object tracking appl ication 

Figure 6 shows the pseudo-code listing as given in [54] and a possible implementation in 
SensorScheme, using its own Abstract Regions library. Two main differences are notable 
between the two versions. First, where the original uses three shared variables for the sensor 
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reading and two location coordinates, SensorScheme only uses a single one, storing the 
three values in a list. When the shared variable contents are published to the other region 
members, a reduced number of shared variables means less messages are sent and 
received, thus lowering energy consumption. The other difference is that reduction is already 
part of the SensorScheme language in the form of a higher order function, and does not 
need to be implemented as part of the regions library. 
 
Figure 7 shows another version of the same application, this time comparing the Regiment 
[15] pseudo-code with a similar implementation in SensorScheme. It uses the streams library 
from SICP [53]. The program gives a good example of the advanced flow control patterns 
using continuations to create coroutines, and the use of lazy evaluation in SensorScheme. 
 
Both pseudo-code implementations of Figure 6 (a) and Figure 7 (a) have not actually been 
implemented by the authors. Levis et al. [12] and Newton and Welsh [15], [46] mention 
possible implementation strategies using closures, dynamic typing, higher order functions, 
continuations and coroutines, all of which SensorScheme provides. We have tested both our 
versions in our simulator, and they should readily be able to run on actual sensor nodes, 
although we have not tested it yet. The total Scheme code size of the runnable program is 
614 cells for the imperative version of Figure 6 (a), and 476 for the functional version of 
Figure 7 (b), and take on average resp 176 ms and 287 ms execution time per round. 
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Figure 7: Functional macro programming version of o bject tracking application 

 
4.1.2 Model Driven Development (MDD) 
 
Alongside our focus on SensorScheme, we propose to investigate the potential use of a 
model driven development, in the context of wireless sensor networks. Our objective here will 
be to determine if, where, and how, MDD could make a contribution to the programming 
models used in wireless sensor networking. 
 
4.1.2.1 What is Model Driven Development 
 
Model driven development is the use of formal, computer-based diagrams (‘models’), for 
defining the application being created. The software engineer creates the models, and the 
tool-set compiles these to executable form. The key advantage is that the software engineer 
works at a higher level of abstraction than ordinary source-code.  
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Increasingly, developers of embedded systems are looking to model driven development to 
improve development times. This trend is especially marked with regard to large or highly 
critical systems. One example, already in the public domain, is the experimental use of this 
technology in the development of enhancements to an air traffic management system by 
Thales [55]. 
 
4.1.2.2 Why might MDD be suitable for WSN 
 
An important goal of MDD is to produce models that can be compiled to different targets. In 
the context of MDD, this would produce several benefits: 
 

1) It should be possible to design a tool-set that is capable of compiling a model to all 
three of the following. 

a. A WSN node,  
b. A host, for the purpose of simulating the system behaviour, and 
c. To VHDL, and potentially to silicon masks, for mass production 

This would ease development, especially for applications calling for mass-production. 
 

2) It should be possible to design a tool-set that is capable of compiling the model to 
different types of WSN node. This would enable portability of design between targets. 
It would also reduce the need for engineers to learn a different set of tools and 
processes when moving between different types of WSN node. 

 
4.1.2.3 What will be the focus of our research 
 
Taking the existing tool-sets as a starting point, we will investigate the applicability of the 
tools for the purpose of WSN development. 
  
 
4.2 Resource management 
 
We argue that an effective and efficient resource management mechanism can be reached 
through (i) collaboration through local interaction and (ii) tolerate dynamic resource changes. 
To be able to do so, the following tasks will be carried out in e-SENSE, which in turn will 
bring various challenges forward. 
 

· Collaboration through local interaction 
 

- Design of distributed algorithms.  
Since the capacity of individual nodes is limited, complex tasks can only be 
performed by means of collaboration.  
 

- Managing distributed components.  
The major difficulty in performing distributed processing is to operate several 
spatially dispersed entities at a time. These entities are usually not synchronized 
and might even have different processing speeds. These independently operating 
processing entities usually reach different local states that should be combined to 
compute the global system result. 

 
- Perform only local operation.  

Due to the limited radio transmission range not all the nodes are capable of 
reaching each other. However multi-hop communication can be used to bridge 
larger distances, it is practical to utilize only local interactions. Consequently, 



Contract: 027227 
Deliverable report – WP4 / D4.3.1  

 
 

ID: e-SENSE_WP4_D4.3.1  Date: 31/12/06 
Revision: Final Security: Public 
 Page 32/40 
 

algorithms that require global knowledge about the whole network should be 
avoided or approximated by local solutions. 

 
- Error checking and tracing.  

The state of the whole network is the combination of each of its participants 
states, consequently resulting in a huge state-space. It is very difficult to trace or 
debug such a global system state, because it requires knowledge about all the 
participants. 

 
· Tolerate dynamic resource changes 

 
- Operate with different resource availability.  

The considered systems are built of mobile components that might arbitrarily 
arrive or leave the network, thus the amount of available resources might 
change during operation. System Services should be capable of working with 
different resource availabilities. 

 
- React to occurring resource changes.  

Resource changes usually influence the way of collaboration. For instance as 
new nodes arrive to the network, they should get involved in the collaborative 
processing, or as it becomes unavailable the system could not rely on it any 
more. System should react to occurring resource changes. 

 
- Tolerate lacking resources.  

As a node becomes unavailable it would never produce its result that others 
might rely on. Since such faults usually occur, the system should provide a 
level of fault tolerance. Thus mechanisms, instead of relying on the effort of 
only one node, can rely only on redundant services. 
 

4.2.1 Description of approaches  
�
The e-SENSE approach for resource management will be based on local short timescale 
resource management techniques, thus the network can react as well as be proactive to 
small time scale local changes. Additionally a more global resource management approach 
taking into account the larger picture of the sensor networks tasks will be taken into account 
through a distributed broker for large scale resource management. 
 
4.2.1.1 Large Scale Resource Management – Distributed Broker 
 
In order to distribute the resources of the WSN in an optimal way some function that keeps 
track of available resources and provide an overview of these to the applications must be 
defined. Resources can be located on nodes anywhere in the network. There may be a 
number of services on each node and these are found by the Service Discovery service.  
 
Pointers to node resources are provided to the applications by a broker that collects and 
stores information about the available resources in the network. Resources may be 
processing power or measurements. The broker has no understanding of the type of the 
measurements and they are stored in a standard data structure together with meta data from 
the node that describes the nature of the measurement.  
�
In order to allow tasks to be executed on the different sensor nodes each task must be 
formatted so that it is compatible with the sensor node hardware but this is very inflexible and 
therefore we propose to use a virtual machine on each node instead. This virtual machine 
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would then be responsible for execution of the tasks it is given as well as informing the 
broker of the current load and capacity.  
 
The broker must take the different computational capabilities of the nodes into account when 
distributing tasks. But also the position of the nodes in the network is important in order to 
minimize the amount of traffic on the network. A cost function that minimizes power 
consumption in the WSN should be defined and used in the broker when assigning tasks.  
�
The sensors in the WSN are likely to have different properties with regard to availability, 
sample rate, quality and other parameters. Therefore a standardised way of describing the 
properties of the sensors must be developed in order to enable the broker to manage a 
broad range of different sensor types. 
 
Similar activities on a publish subscribe middleware utilizing a broker take place in T4.2 and 
close cooperation is required as the two functions could be combined. 
 
4.2.1.2 Short term, local resource management 
 
Short term local resource management provides a set of functions that perform required 
adaptation or proactive features to maintain a required quality of information at the 
application while ensuring optimum use of local resources. This includes cluster 
management, load balancing, sleep/wake management of nodes, routing, medium access 
scheduling, etc, thus can be summaries as network and energy management as well as 
more generally radio resource management. 

 
4.2.2 Initial performance analysis  
 
An initial analysis of a distributed resource highly specific management mechanisms is 
introduced below.  
 
4.2.2.1 Distributed resource management using synchronised data distribution 
 
Introduction and Assumptions 
 
In wireless sensor networks, data fusion is necessary for energy efficient information flow 
from a plurality of sensors to a central server or sink. The data reception at various fusion 
nodes should be synchronised in order to fuse data effectively. Our assumptions are: 

· There is a possible time lag between the instances of reception of these multiple data 
reports from different paths with different resources 

· The data sources observe the same phenomenon 
· The application requires a certain amount of data to satisfy its required Quality of 

information 
 
Description of the basic mechanisms 
 
In our mechanism, assuming that the necessary data rate for correct data fusion at the fusion 
node, i, is known, we suggest a theoretical framework for a possible time lag between the 
instances of reception of these multiple data reports from different paths. We propose a 
theoretical framework for the distribution of traffic in different paths in the network, in order to 
synchronise the data coming from different paths towards the fusion node. We then improve 
the theoretical framework for the characterisation and comparison of adaptive data 
aggregation algorithm, which use the delay on different paths as the criterion for selecting a 
best path for which data can arrive on. Our objective is to design an optimal randomised data 
aggregation policy which can synchronise the time of data arrival at the fusion node and 
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therefore minimise buffering, transmission and processing resources as well as the overall 
delay of the data. The adaptive data aggregation policy, which makes decisions based on the 
delay of the paths, is proposed and analysed. We then provide the condition for this policy to 
achieve the synchronised traffic distribution. Furthermore, we show that under some 
particular condition, this policy can achieve synchronised traffic distribution. 
 
Synchronized Traffic Distribution 
 
As it is shown in Figure 8; for simplicity we assume that there is one fusion node which fuses 
the data of sensors from different paths. It can be seen that the data of the sensors is sent 
towards the fusion node on the paths with different resources. 
 

 

Figure 8: Simplified concept 

 

If the total traffic is l  on the paths the vector 2 3� 1 14441 ��l l l l=
��
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path, similarly the vector  2 3� 1 14441 ��m m m m=
��

 represents the resources along different paths. 

Obviously the proportion of traffic along each path can be calculated as follows:  
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Using the M/M/1 delay function, the delay for the path i, can be calculated as follows: 
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We will show that under some condition there exists a traffic distribution �

�l , which 

synchronises the delay of all the paths as follows: 
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Solving the equation (3) for all the paths, �
�l can be calculated as follows: 
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We should note that the equation (3) has the valid solution for �

�l  on condition that 
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To achieve to the synchronised traffic distribution practically, we propose an adaptive data 
aggregation policy which makes the decision probability for data aggregation based on the 
delay of the paths. We show that this policy leads to the synchronisation of the data from 
different paths at the fusion node, without any information about the resources of different 
paths. Assuming that there exist n paths, the proposed adaptive algorithm has the following 
steps: 
1. At the first step the traffic distribution will be set equally for all paths. 
2. Then at the second step, based on the delay which has been observed from different 
paths at the first step 2 2 3

2 2 2� 1 14441 ��� � � �=  the fraction of the traffic can be calculated as 

follows: 
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3. This procedure will continue for j steps until the delay of all paths are equal. Simply the 
same as step 2; the probability distribution at step j can be calculated 
as follows:   
                                                  2

2 2
� �� � �-= +  

and 

                                              
2 2

2 2

2 2
32

2 2

2 2

� �
� � �

� � �

� �
� �

� �
� �

�
� �

- -
-

- -
=

-
= -

-
- �

 

 
We have shown that after several iterations the delay of all the paths will be equal. 
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Section 5 -  Conclusions and future work 
 
To make the promise of truly dynamic sensor networks a reality, we need a sophisticated tool 
set to build these applications. We have identified a number of requirements that such 
programming tools should fulfil, and proposed a programming language and runtime 
environment to meet those. Dynamic update of program code, cooperation between 
heterogeneous nodes, higher demands for reliability of software are all provided by the 
runtime environment. The language allows programmers to use expressive flow control and 
container data types, and easily build application-specific communication protocols, without 
bothering about low level details. Furthermore, we have shown that a number of 
programming abstractions already created can all be implemented using SensorScheme, 
even where the original authors have not. In some cases the use of SensorScheme can even 
extend the behavior of the original application. 
 
SensorScheme’s network communication can make communication protocols simpler, and 
lower the number of exchanged messages. The uniform memory arrangement provides 
advantages in terms of greater flexibility, which translates in providing functionality previously 
unachieved, and shorter programs that are easier to write. The performance penalty that this 
high level language brings is in terms of lowered execution speed, and reduced 
responsiveness. It is acceptable in typical sensor network applications, because of low duty 
cycles and low-bandwidth, high-latency networks. The execution speed reduction is, 
however, still significant at this moment, and we are working on various strategies to reduce 
the execution time of SensorScheme programs. 
 
In conclusion, SensorScheme is a powerful tool for building sensor network applications, and 
provides developers with the right set of abstractions and a powerful way to add more 
themselves. The increased execution time this brings does not have a big impact the total 
behavior of the system. 
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